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Why Networks?
§ Universal language for describing complex 

data
§ Networks from science, nature, and technology 

are more similar than one would expect 
§ Shared vocabulary between fields

§ Computer Science, Social science, Physics, 
Statistics, Biology

§ Data availability (+computational challenges)
§ Web/mobile, bio, health, and medical

§ Impact!
§ Social networking, Social media, Drug design
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Networks of neuronsInformation networks: 
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Biomedical networks
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Many Data are Networks
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Figure 3: Higher-order cluster in the C. elegans neuronal network (28). A: The 4-node
“bi-fan” motif, which is over-expressed in the neuronal networks (1). Intuitively, this motif
describes a cooperative propagation of information from the nodes on the left to the nodes on
the right. B: The best higher-order cluster in the C. elegans frontal neuronal network based on
the motif in (A). The cluster contains three ring motor neurons (RMEL/V/R; cyan) with many
outgoing connections, serving as the source of information; six inner labial sensory neurons
(IL2DL/VR/R/DR/VL; orange) with many incoming connections, serving as the destination of
information; and four URA neurons (purple) acting as intermediaries. These RME neurons have
been proposed as pioneers for the nerve ring (20), while the IL2 neurons are known regulators of
nictation (21), and the higher-order cluster exposes their organization. The cluster also reveals
that RIH serves as a critical intermediary of information processing. This neuron has incoming
links from all three RME neurons, outgoing connections to five of the six IL2 neurons, and the
largest total number of connections of any neuron in the cluster. C: Illustration of the higher-
order cluster in the context of the entire network. Node locations are the true two-dimensional
spatial embedding of the neurons. Most information flows from left to right, and we see that
RME/V/R/L and RIH serve as sources of information to the neurons on the right.
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Networks: Common Language
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Tasks on Networks
Classical ML tasks in networks:
§ Node classification

§ Predict a type of a given node
§ Link prediction

§ Predict whether two nodes are linked
§ Community detection

§ Identify densely linked clusters of nodes
§ Network similarity

§ How similar are two (sub)networks
6Jure Leskovec, Stanford University



Example: Node Classification

Many possible ways to create node features:
§ Node degree, PageRank score, motifs, …
§ Degree of neighbors, PageRank of 

neighbors, …
Jure Leskovec, Stanford University 7
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Machine Learning Lifecycle
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Network 
Data

Node 
Features

Learning 
Algorithm  Model

Downstream 
prediction task

Feature 
Engineering

Automatically 
learn the features

(Supervised) Machine Learning Lifecycle: 
This feature, that feature. 
Every single time!
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Feature Learning in Graphs

This talk: Feature learning 
for networks!

Jure Leskovec, Stanford University 9

vectornode

𝑓: 𝑢 → ℝ&
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Feature representation, 
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Why Learn Embeddings?
The goal is to map each node into a 
low-dimensional space

§ Distributed representation for nodes
§ Similarity between nodes indicates link 

strength
§ Encodes network information and generate 

node representation

Jure Leskovec, Stanford University 10

What is network embedding?
• We map each node in a network into a low-

dimensional space
– Distributed representation for nodes
– Similarity between nodes indicate the link 

strength 
– Encode network information and generate node 

representation
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Example
§ Zachary’s Karate Club network:

Jure Leskovec, Stanford University 11

Example

• Zachary’s Karate Network:

18
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Why Is It Hard?

Images have fixed 2D structure
§ Can define convolutions (CNNs)

Jure Leskovec, Stanford University 12



Why Is It Hard?

Text and Speech have linear 1D structure
§ Can define sliding windows

But graphs are non-Euclidean!
§ Node numbering is arbitrary 

(node isomorphism problem)
§ Much more complex structure

Jure Leskovec, Stanford University 13

End-to-end learning on graphs with GCNs Thomas Kipf

or this:

Graph-structured data

6

… …

…

Input

Hidden layer Hidden layer

ReLU

Output

ReLU

What if our data looks like this?



This Talk: Outline
Feature Learning for networks:
1) “Linearizing” the graph

§ Create a “sentence” for each node 
using random walks
§ node2vec

2) Graph convolution networks
§ Propagate information between the 

nodes of the graph
§ GraphSAGE

Jure Leskovec, Stanford University 14
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node2vec: 
Unsupervised 

Feature Learning

Jure Leskovec, Stanford University

node2vec: Scalable Feature Learning for Networks
A. Grover, J. Leskovec. KDD 2016.
Predicting multicellular function through multi-layer tissue networks. 
M. Zitnik, J. Leskovec. Bioinformatics, 33 (14): i190-i198, 2017.



Unsupervised Feature Learning
§ Intuition: Find embedding of nodes to 
𝑑-dimensions that preserves similarity

§ Idea: Learn node embedding such 
that nearby nodes are close together

§ Given a node 𝑢, how do we define 
nearby nodes?
§ 𝑁) 𝑢 … neighbourhood of 𝑢 obtained 

by some strategy 𝑆
16Jure Leskovec, Stanford University



Feature Learning as Optimization

§ Given 𝐺 = (𝑉, 𝐸)
§ Goal is to learn 𝑓: 𝑢 → ℝ&

§ where 𝑓 is a table lookup
§ We directly “learn” coordinates 𝑓(𝑢) of 𝑢

§ Given node 𝑢, we want to learn feature 
representation 𝑓(𝑢) that is predictive of 
nodes in 𝑢’s neighborhood 𝑁)(𝑢)

max
5

6 log Pr(𝑁)(𝑢)|	𝑓 𝑢 )
�

?	∈A
Jure Leskovec, Stanford University 17



Unsupervised Feature Learning
Goal: Find embedding 𝑓(𝑢) that predicts 
nearby nodes 𝑁) 𝑢 :

Assume conditional likelihood factorizes:

Then softmax:

is, similar words tend to appear in similar word neighborhoods.
Inspired by the Skip-gram model, recent research established

an analogy for networks by representing a network as a “docu-
ment” [28, 32]. The same way as a document is an ordered se-
quence of words, one could sample sequences of nodes from the
underlying network and turn a network into a ordered sequence of
nodes. However, there are many possible sampling strategies for
nodes, resulting in different learned feature representations. In fact,
as we shall show, there is no clear winning sampling strategy that
works across all networks and all prediction tasks. This is a major
shortcoming of prior work which fail to offer any flexibility in sam-
pling of nodes from a network [28, 32]. Our algorithm node2vec
overcomes this limitation since it is not tied to a particular sampling
strategy and provides parameters to tune the explored search space
(see Section 3).

Finally, for both node and edge based prediction tasks, there is a
body of recent work for supervised feature learning based on exist-
ing and novel graph-specific deep network architectures [17, 18, 19,
22, 36, 45]. These architectures directly minimize the loss function
for a downstream prediction task using several layers of non-linear
transformations which results in high accuracy, but at the cost of
scalability due to high training time requirements.

3. FEATURE LEARNING FRAMEWORK
We formulate feature learning in networks as a maximum like-

lihood optimization problem. Let G = (V,E) be a given net-
work. Our analysis is general and applies to any (un)directed,
(un)weighted network. Let f : V ! Rd be the mapping func-
tion from nodes to feature representaions we aim to learn for a
downstream prediction task. Here d is a parameter specifying the
number of dimensions of our feature representation. Equivalently,
f is a matrix of size |V | ⇥ d parameters. For every source node
u 2 V , we define NS(u) ⇢ V as a network neighborhood of node
u generated through a neighborhood sampling strategy S.

We proceed by extending the Skip-gram architecture to networks
[25, 28]. We seek to optimize the following objective function,
which predicts which nodes are members of u’s network neighbor-
hood NS(u) based on the learned node features f :

max
f

X

u2V

logPr(NS(u)|f(u)) (1)

In order to make the optimization problem tractable, we make
two standard assumptions:

• Conditional independence. We factorize the likelihood by as-
suming that the likelihood of observing a neighborhood node
is independent of observing any other neighborhood node
given the feature representation of the source.

Pr(NS(u)|f(u)) =
Y

ni2NS(u)

Pr(ni|f(u))

• Symmetry in feature space. A source node and neighbor-
hood node have a symmetric effect over each other in fea-
ture space. Accordingly, we model the conditional likeli-
hood of every source-neighborhood node pair as a softmax
unit parametrized by a dot product of their features.

Pr(ni|f(u)) =
exp(f(ni) · f(u))P
v2V exp(f(v) · f(u))

With the above assumptions, the objective in Eq. 1 simplifies to:

max
f

X

u2V

[� logZu +
X

ni2NS(u)

f(ni) · f(u)] (2)

The per-node partition function, Zu =
P

v2V exp(f(u) · f(v)),
is expensive to compute for large networks and we approximate it
using negative sampling [26]. We optimize Eq. 2 using stochastic
gradient descent over the model parameters defining the features f .

Feature learning methods based on the Skip-gram architecture
have been originally developed in the context of natural language [25].
Given a linear nature of text, the notion of a neighborhood can be
naturally defined using a sliding window over consecutive words.
Networks, however, are not linear, and thus a richer notion of a
neighborhood is needed. To resolve this issue, we propose a ran-
domized procedure that samples many different neighborhoods of
a given source node. The neighborhoods NS(u) are not restricted
to just immediate neighbors but can have vastly different structures
depending on the sampling strategy S. By exploring a rich set of
network neighborhoods, node2vec is able to learn state-of-the-art
node features.

3.1 Classic search strategies
We view the problem of sampling neighborhoods of a source

node as a form of local search. Figure 1 shows a graph, where
given a source node u we aim to generate (sample) its neighbor-
hood NS(u). Importantly, to be able to fairly compare different
sampling strategies S, we shall constrain the size of the neighbor-
hood set NS to k nodes and then sample multiple sets for a single
node u. Generally, there are two extreme sampling strategies for
generating neighborhood set(s) NS of k nodes:

• Breadth-first Sampling (BFS) The neighborhood NS is re-
stricted to nodes which are immediate neighbors of the source.
For example, in Fig. 1 for k = 3, BFS samples s1, s2, s3.

• Depth-first Sampling (DFS) The neighborhood consists of
nodes sequentially sampled at increasing distances from the
source node. In Fig. 1, DFS samples s4, s5, s6.

The breadth-first and depth-first sampling represent extreme sce-
narios in terms of the search space they explore leading to interest-
ing implications on the learned representations.

In particular, prediction tasks on nodes in networks often shuttle
between two kinds of similarities: structural equivalence and ho-
mophily [13]. Under the homophily hypothesis [7, 42] nodes that
are highly interconnected and belong to similar network clusters
or communities tend to share features and thus should be embed-
ded closely together (e.g., nodes s1 and u in Fig. 1 belong to the
same network community). In contrast, under the structural equiv-
alence [11, 40] nodes that have similar structural roles in networks
tend to share features and thus should be embedded closely together
(e.g., nodes u and s6 in Fig. 1 act as hubs of their corresponding
communities). Importantly, unlike homophily, structural equiva-
lence does not emphasize connectivity; nodes could be far apart in
the network and still have the same structural role. In real-world,
these equivalence notions are not exclusive; networks commonly
exhibit both behaviors where properties of some nodes exhibit ho-
mophily while others reflect structural equivalence.

We observe that BFS and DFS sampling strategies play a key role
in producing representations that reflect either of the equivalences.
In particular, the neighborhoods sampled by the BFS lead to em-
beddings that correspond to structural equivalence. Intuitively, we
note that in order to ascertain structural equivalence, it is often suffi-
cient to characterize the local neighborhoods accurately. For exam-
ple, structural equivalence based on network roles such as bridges
and hubs can be inferred just by observing the immediate neigh-
borhoods of each node. By restricting search to just 1-hop nodes,
the BFS is able to achieve this characterization and obtain a refined
micro-view of the neighborhood of every source. In BFS, nodes in
the sampled neighborhoods tend to repeat many times. This is also

is, similar words tend to appear in similar word neighborhoods.
Inspired by the Skip-gram model, recent research established

an analogy for networks by representing a network as a “docu-
ment” [28, 32]. The same way as a document is an ordered se-
quence of words, one could sample sequences of nodes from the
underlying network and turn a network into a ordered sequence of
nodes. However, there are many possible sampling strategies for
nodes, resulting in different learned feature representations. In fact,
as we shall show, there is no clear winning sampling strategy that
works across all networks and all prediction tasks. This is a major
shortcoming of prior work which fail to offer any flexibility in sam-
pling of nodes from a network [28, 32]. Our algorithm node2vec
overcomes this limitation since it is not tied to a particular sampling
strategy and provides parameters to tune the explored search space
(see Section 3).

Finally, for both node and edge based prediction tasks, there is a
body of recent work for supervised feature learning based on exist-
ing and novel graph-specific deep network architectures [17, 18, 19,
22, 36, 45]. These architectures directly minimize the loss function
for a downstream prediction task using several layers of non-linear
transformations which results in high accuracy, but at the cost of
scalability due to high training time requirements.

3. FEATURE LEARNING FRAMEWORK
We formulate feature learning in networks as a maximum like-

lihood optimization problem. Let G = (V,E) be a given net-
work. Our analysis is general and applies to any (un)directed,
(un)weighted network. Let f : V ! Rd be the mapping func-
tion from nodes to feature representaions we aim to learn for a
downstream prediction task. Here d is a parameter specifying the
number of dimensions of our feature representation. Equivalently,
f is a matrix of size |V | ⇥ d parameters. For every source node
u 2 V , we define NS(u) ⇢ V as a network neighborhood of node
u generated through a neighborhood sampling strategy S.

We proceed by extending the Skip-gram architecture to networks
[25, 28]. We seek to optimize the following objective function,
which predicts which nodes are members of u’s network neighbor-
hood NS(u) based on the learned node features f :

max
f

X

u2V

logPr(NS(u)|f(u)) (1)

In order to make the optimization problem tractable, we make
two standard assumptions:

• Conditional independence. We factorize the likelihood by as-
suming that the likelihood of observing a neighborhood node
is independent of observing any other neighborhood node
given the feature representation of the source.

Pr(NS(u)|f(u)) =
Y

ni2NS(u)

Pr(ni|f(u))

• Symmetry in feature space. A source node and neighbor-
hood node have a symmetric effect over each other in fea-
ture space. Accordingly, we model the conditional likeli-
hood of every source-neighborhood node pair as a softmax
unit parametrized by a dot product of their features.
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exp(f(ni) · f(u))P
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is expensive to compute for large networks and we approximate it
using negative sampling [26]. We optimize Eq. 2 using stochastic
gradient descent over the model parameters defining the features f .

Feature learning methods based on the Skip-gram architecture
have been originally developed in the context of natural language [25].
Given a linear nature of text, the notion of a neighborhood can be
naturally defined using a sliding window over consecutive words.
Networks, however, are not linear, and thus a richer notion of a
neighborhood is needed. To resolve this issue, we propose a ran-
domized procedure that samples many different neighborhoods of
a given source node. The neighborhoods NS(u) are not restricted
to just immediate neighbors but can have vastly different structures
depending on the sampling strategy S. By exploring a rich set of
network neighborhoods, node2vec is able to learn state-of-the-art
node features.

3.1 Classic search strategies
We view the problem of sampling neighborhoods of a source

node as a form of local search. Figure 1 shows a graph, where
given a source node u we aim to generate (sample) its neighbor-
hood NS(u). Importantly, to be able to fairly compare different
sampling strategies S, we shall constrain the size of the neighbor-
hood set NS to k nodes and then sample multiple sets for a single
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stricted to nodes which are immediate neighbors of the source.
For example, in Fig. 1 for k = 3, BFS samples s1, s2, s3.
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source node. In Fig. 1, DFS samples s4, s5, s6.

The breadth-first and depth-first sampling represent extreme sce-
narios in terms of the search space they explore leading to interest-
ing implications on the learned representations.

In particular, prediction tasks on nodes in networks often shuttle
between two kinds of similarities: structural equivalence and ho-
mophily [13]. Under the homophily hypothesis [7, 42] nodes that
are highly interconnected and belong to similar network clusters
or communities tend to share features and thus should be embed-
ded closely together (e.g., nodes s1 and u in Fig. 1 belong to the
same network community). In contrast, under the structural equiv-
alence [11, 40] nodes that have similar structural roles in networks
tend to share features and thus should be embedded closely together
(e.g., nodes u and s6 in Fig. 1 act as hubs of their corresponding
communities). Importantly, unlike homophily, structural equiva-
lence does not emphasize connectivity; nodes could be far apart in
the network and still have the same structural role. In real-world,
these equivalence notions are not exclusive; networks commonly
exhibit both behaviors where properties of some nodes exhibit ho-
mophily while others reflect structural equivalence.

We observe that BFS and DFS sampling strategies play a key role
in producing representations that reflect either of the equivalences.
In particular, the neighborhoods sampled by the BFS lead to em-
beddings that correspond to structural equivalence. Intuitively, we
note that in order to ascertain structural equivalence, it is often suffi-
cient to characterize the local neighborhoods accurately. For exam-
ple, structural equivalence based on network roles such as bridges
and hubs can be inferred just by observing the immediate neigh-
borhoods of each node. By restricting search to just 1-hop nodes,
the BFS is able to achieve this characterization and obtain a refined
micro-view of the neighborhood of every source. In BFS, nodes in
the sampled neighborhoods tend to repeat many times. This is also

is, similar words tend to appear in similar word neighborhoods.
Inspired by the Skip-gram model, recent research established

an analogy for networks by representing a network as a “docu-
ment” [28, 32]. The same way as a document is an ordered se-
quence of words, one could sample sequences of nodes from the
underlying network and turn a network into a ordered sequence of
nodes. However, there are many possible sampling strategies for
nodes, resulting in different learned feature representations. In fact,
as we shall show, there is no clear winning sampling strategy that
works across all networks and all prediction tasks. This is a major
shortcoming of prior work which fail to offer any flexibility in sam-
pling of nodes from a network [28, 32]. Our algorithm node2vec
overcomes this limitation since it is not tied to a particular sampling
strategy and provides parameters to tune the explored search space
(see Section 3).

Finally, for both node and edge based prediction tasks, there is a
body of recent work for supervised feature learning based on exist-
ing and novel graph-specific deep network architectures [17, 18, 19,
22, 36, 45]. These architectures directly minimize the loss function
for a downstream prediction task using several layers of non-linear
transformations which results in high accuracy, but at the cost of
scalability due to high training time requirements.

3. FEATURE LEARNING FRAMEWORK
We formulate feature learning in networks as a maximum like-

lihood optimization problem. Let G = (V,E) be a given net-
work. Our analysis is general and applies to any (un)directed,
(un)weighted network. Let f : V ! Rd be the mapping func-
tion from nodes to feature representaions we aim to learn for a
downstream prediction task. Here d is a parameter specifying the
number of dimensions of our feature representation. Equivalently,
f is a matrix of size |V | ⇥ d parameters. For every source node
u 2 V , we define NS(u) ⇢ V as a network neighborhood of node
u generated through a neighborhood sampling strategy S.

We proceed by extending the Skip-gram architecture to networks
[25, 28]. We seek to optimize the following objective function,
which predicts which nodes are members of u’s network neighbor-
hood NS(u) based on the learned node features f :

max
f

X

u2V

logPr(NS(u)|f(u)) (1)

In order to make the optimization problem tractable, we make
two standard assumptions:

• Conditional independence. We factorize the likelihood by as-
suming that the likelihood of observing a neighborhood node
is independent of observing any other neighborhood node
given the feature representation of the source.

Pr(NS(u)|f(u)) =
Y

ni2NS(u)

Pr(ni|f(u))

• Symmetry in feature space. A source node and neighbor-
hood node have a symmetric effect over each other in fea-
ture space. Accordingly, we model the conditional likeli-
hood of every source-neighborhood node pair as a softmax
unit parametrized by a dot product of their features.

Pr(ni|f(u)) =
exp(f(ni) · f(u))P
v2V exp(f(v) · f(u))

With the above assumptions, the objective in Eq. 1 simplifies to:

max
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X

u2V
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X

ni2NS(u)

f(ni) · f(u)] (2)

The per-node partition function, Zu =
P

v2V exp(f(u) · f(v)),
is expensive to compute for large networks and we approximate it
using negative sampling [26]. We optimize Eq. 2 using stochastic
gradient descent over the model parameters defining the features f .

Feature learning methods based on the Skip-gram architecture
have been originally developed in the context of natural language [25].
Given a linear nature of text, the notion of a neighborhood can be
naturally defined using a sliding window over consecutive words.
Networks, however, are not linear, and thus a richer notion of a
neighborhood is needed. To resolve this issue, we propose a ran-
domized procedure that samples many different neighborhoods of
a given source node. The neighborhoods NS(u) are not restricted
to just immediate neighbors but can have vastly different structures
depending on the sampling strategy S. By exploring a rich set of
network neighborhoods, node2vec is able to learn state-of-the-art
node features.

3.1 Classic search strategies
We view the problem of sampling neighborhoods of a source

node as a form of local search. Figure 1 shows a graph, where
given a source node u we aim to generate (sample) its neighbor-
hood NS(u). Importantly, to be able to fairly compare different
sampling strategies S, we shall constrain the size of the neighbor-
hood set NS to k nodes and then sample multiple sets for a single
node u. Generally, there are two extreme sampling strategies for
generating neighborhood set(s) NS of k nodes:

• Breadth-first Sampling (BFS) The neighborhood NS is re-
stricted to nodes which are immediate neighbors of the source.
For example, in Fig. 1 for k = 3, BFS samples s1, s2, s3.

• Depth-first Sampling (DFS) The neighborhood consists of
nodes sequentially sampled at increasing distances from the
source node. In Fig. 1, DFS samples s4, s5, s6.

The breadth-first and depth-first sampling represent extreme sce-
narios in terms of the search space they explore leading to interest-
ing implications on the learned representations.

In particular, prediction tasks on nodes in networks often shuttle
between two kinds of similarities: structural equivalence and ho-
mophily [13]. Under the homophily hypothesis [7, 42] nodes that
are highly interconnected and belong to similar network clusters
or communities tend to share features and thus should be embed-
ded closely together (e.g., nodes s1 and u in Fig. 1 belong to the
same network community). In contrast, under the structural equiv-
alence [11, 40] nodes that have similar structural roles in networks
tend to share features and thus should be embedded closely together
(e.g., nodes u and s6 in Fig. 1 act as hubs of their corresponding
communities). Importantly, unlike homophily, structural equiva-
lence does not emphasize connectivity; nodes could be far apart in
the network and still have the same structural role. In real-world,
these equivalence notions are not exclusive; networks commonly
exhibit both behaviors where properties of some nodes exhibit ho-
mophily while others reflect structural equivalence.

We observe that BFS and DFS sampling strategies play a key role
in producing representations that reflect either of the equivalences.
In particular, the neighborhoods sampled by the BFS lead to em-
beddings that correspond to structural equivalence. Intuitively, we
note that in order to ascertain structural equivalence, it is often suffi-
cient to characterize the local neighborhoods accurately. For exam-
ple, structural equivalence based on network roles such as bridges
and hubs can be inferred just by observing the immediate neigh-
borhoods of each node. By restricting search to just 1-hop nodes,
the BFS is able to achieve this characterization and obtain a refined
micro-view of the neighborhood of every source. In BFS, nodes in
the sampled neighborhoods tend to repeat many times. This is also

Estimate 𝑓(𝑢) using stochastic gradient descent.
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How to determine 𝑁) 𝑢
Two classic strategies to define a 
neighborhood 𝑁) 𝑢 of a given node 𝑢:

node2vec: Scalable Feature Learning for Networks
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ABSTRACT
Prediction tasks over nodes and edges in networks require careful
effort in engineering features for learning algorithms. Recent re-
search in the broader field of representation learning has led to sig-
nificant progress in automating prediction by learning the features
themselves. However, present approaches are largely insensitive to
local patterns unique to networks.

Here we propose node2vec , an algorithmic framework for learn-
ing feature representations for nodes in networks. In node2vec , we
learn a mapping of nodes to a low-dimensional space of features
that maximizes the likelihood of preserving distances between net-
work neighborhoods of nodes. We define a flexible notion of node’s
network neighborhood and design a biased random walk proce-
dure, which efficiently explores diverse neighborhoods and leads to
rich feature representations. Our algorithm generalizes prior work
which is based on rigid notions of network neighborhoods and we
demonstrate that the added flexibility in exploring neighborhoods
is the key to learning richer representations.

We demonstrate the efficacy of node2vec over existing state-
of-the-art techniques on multi-label classification and link predic-
tion in several real-world networks from diverse domains. Taken
together, our work represents a new way for efficiently learning
state-of-the-art task-independent node representations in complex
networks.

Categories and Subject Descriptors: H.2.8 [Database Manage-
ment]: Database applications—Data mining; I.2.6 [Artificial In-
telligence]: Learning
General Terms: Algorithms; Experimentation.
Keywords: Information networks, Feature learning, Node embed-
dings.

1. INTRODUCTION
Many important tasks in network analysis involve some kind of

prediction over nodes and edges. In a typical node classification
task, we are interested in predicting the most probable labels of
nodes in a network [9, 38]. For example, in a social network, we
might be interested in predicting interests of users, or in a protein-
protein interaction network we might be interested in predicting
functional labels of proteins [29, 43]. Similarly, in link prediction,
we wish to predict whether a pair of nodes in a network should
have an edge connecting them [20]. Link prediction is useful in
a wide variety of domains, for instance, in genomics, it helps us
discover novel interactions between genes and in social networks,
it can identify real-world friends [2, 39].

Any supervised machine learning algorithm requires a set of in-
put features. In prediction problems on networks this means that
one has to construct a feature vector representation for the nodes
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Figure 1: BFS and DFS search strategies from node u (k = 3).

and edges. A typical solution involves hand-engineering domain-
specific features based on expert knowledge. Even if one discounts
the tedious work of feature engineering, such features are usually
designed for specific tasks and do not generalize across different
prediction tasks.

An alternative approach is to use data to learn feature represen-
tations themselves [4]. The challenge in feature learning is defin-
ing an objective function, which involves a trade-off in balancing
computational efficiency and predictive accuracy. On one side of
the spectrum, one could directly aim to find a feature representation
that optimizes performance of a downstream prediction task. While
this supervised procedure results in good accuracy, it comes at the
cost of high training time complexity due to a blowup in the number
of parameters that need to be estimated. At the other extreme, the
objective function can be defined to be independent of the down-
stream prediction task and the representation can be learned in a
purely unsupervised way. This makes the optimization computa-
tionally efficient and with a carefully designed objective, it results
in task-independent features that match task-specific approaches in
predictive accuracy [25, 27].

However, current techniques fail to satisfactorily define and opti-
mize a reasonable objective required for scalable unsupervised fea-
ture learning in networks. Classic approaches based on linear and
non-linear dimensionality reduction techniques such as Principal
Component Analysis, Multi-Dimensional Scaling and their exten-
sions [3, 31, 35, 41] invariably involve eigendecomposition of a
representative data matrix which is expensive for large real-world
networks. Moreover, the resulting latent representations give poor
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unique to networks. Specifically, nodes in networks could be or-
ganized based on communities they belong to (i.e., homophily); in
other cases, the organization could be based on the structural roles
of nodes in the network (i.e., structural equivalence) [7, 11, 40,
42]. For instance, in Figure 1, we observe nodes u and s1 belong-
ing to the same community exhibit homophily, while the hub nodes
u and s6 in the two communities are structurally equivalent. Real-
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𝑁BC) 𝑢 = {	𝑠F, 𝑠G, 𝑠H}

𝑁JC) 𝑢 = {	𝑠K, 𝑠L, 𝑠M}
Local microscopic view
Global macroscopic view
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BFS vs. DFS

BFS:
Micro-view of 

neighbourhood

u

DFS:
Macro-view of 
neighbourhood
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Interpolating BFS and DFS
Biased random walk 𝑆 that given a node 
𝑢 generates neighborhood 𝑁) 𝑢
§ Two parameters:

§ Return parameter 𝑝:
§ Return back to the previous node

§ In-out parameter 𝑞:
§ Moving outwards (DFS) vs. inwards (BFS)
§ Intuitively, 𝑞 is the “ratio” of BFS vs. DFS

21Jure Leskovec, Stanford University



Biased Random Walks
Biased 2nd-order random walks explore 
network neighborhoods:

§ Rnd. walk started at 𝑢 and is now at 𝑤
§ Insight: Neighbors of 𝑤 can only be:

Idea: Remember where that walk came from
22

s1

s2

w
s3

u
Closer to 𝒖

Same distance to 𝒖

Farther from 𝒖
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Biased Random Walks
§ Walker is at w. Where to go next?

§ 𝑝, 𝑞 model transition probabilities
§ 𝑝 … return parameter
§ 𝑞 … ”walk away” parameter

1

1/𝑞
1/𝑝
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1/𝑝, 1/𝑞, 1 are 
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Biased Random Walks
§ Walker is at w. Where to go next?

§ BFS-like walk: Low value of 𝑝
§ DFS-like walk: Low value of 𝑞

𝑁)(𝑢) are the nodes visited by the walker
Jure Leskovec, Stanford University 24

w →
s1
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1/𝑝
1
1/𝑞

Unnormalized
transition prob.
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node2vec algorithm
1) Simulate 𝑟 random walks of length 𝑙
starting from each node 𝑢
2) Optimize the node2vec objective using 
Stochastic Gradient Descent

Linear-time complexity
All 3 steps are individually parallelizable

Jure Leskovec, Stanford University 25



Experiments: Micro vs. Macro
Network of character interactions in a novel

Figure 3: Complementary visualizations of Les Misérables co-
appearance network generated by node2vec with label colors
reflecting homophily (top) and structural equivalence (bottom).

also exclude a recent approach, GraRep [6], that generalizes LINE
to incorporate information from network neighborhoods beyond 2-
hops, but does not scale and hence, provides an unfair comparison
with other neural embedding based feature learning methods. Apart
from spectral clustering which has a slightly higher time complex-
ity since it involves matrix factorization, our experiments stand out
from prior work in the sense that all other comparison benchmarks
are evaluated in settings that equalize for runtime. In doing so, we
discount for performance gain observed purely because of the im-
plementation language (C/C++/Python) since it is secondary to the
algorithm. In order to create fair and reproducible comparisons, we
note that the runtime complexity is contributed from two distinct
phases: sampling and optimization.

In the sampling phase, all benchmarks as well as node2vec pa-
rameters are set such that they generate equal samples at runtime.
As an example, if K is the overall sample constraint, then the node2vec
parameters satisfy K = r · l · |V |. In the optimization phase,
all benchmarks optimize using a stochastic gradient descent algo-
rithm with two key differences that we correct for. First, DeepWalk
uses hierarchical sampling to approximate the softmax probabilities
with an objective similar to the one use by node2vec in (2). How-
ever, hierarchical softmax is inefficient when compared with neg-
ative sampling [26]. Hence, keeping everything else the same, we
switch to negative sampling in DeepWalk which is also the de facto
approximation in node2vec and LINE. Second, both node2vec and
DeepWalk have a parameter (k) for the number of context neigh-
borhood nodes to optimize for and the greater the number, the more
rounds of optimization are required. This parameter is set to unity
for LINE. Since LINE completes a single epoch quicker than other
approaches, we let it run for k epochs.

The parameter settings used for node2vec are in line with typ-
ical values used for DeepWalk and LINE. Specifically, d = 128,
r = 10, l = 80, k = 10 and the optimization is run for a single
epoch. (Following prior work [34], we use d = 500 for spec-
tral clustering.) All results for all tasks are statistically significant
with a p-value of less than 0.01.The best in-out and return hyperpa-
rameters were learned using 10-fold cross-validation on just 10%

Algorithm Dataset
BlogCatalog PPI Wikipedia

Spectral Clustering 0.0405 0.0681 0.0395
DeepWalk 0.2110 0.1768 0.1274
LINE 0.0784 0.1447 0.1164
node2vec 0.2581 0.1791 0.1552
node2vec settings (p,q) 0.25, 0.25 4, 1 4, 0.5
Gain of node2vec [%] 22.3 1.3 21.8

Table 2: Macro-F1 scores for multilabel classification on Blog-
Catalog, PPI (Homo sapiens) and Wikipedia word cooccur-
rence networks with a balanced 50% train-test split.

labeled data with a grid search over p, q 2 {0.25, 0.50, 1, 2, 4}.
Under the above experimental settings, we present our results for
two tasks under consideration.

4.3 Multi-label classification
In the multi-label classification setting, every node is assigned

one or more labels from a finite set L. During the training phase, we
observe a certain fraction of nodes and all their labels. The task is
to predict the labels for the remaining nodes. This is a challenging
task especially if L is large. We perform multi-label classification
on the following datasets:

• BlogCatalog [44]: This is a network of social relationships
of the bloggers listed on the BlogCatalog website. The la-
bels represent blogger interests inferred through the meta-
data provided by the bloggers. The network has 10,312 nodes,
333,983 edges and 39 different labels.

• Protein-Protein Interactions (PPI) [5]: We use a subgraph
of the PPI network for Homo Sapiens. The subgraph cor-
responds to the graph induced by nodes for which we could
obtain labels from the hallmark gene sets [21] and represent
biological states. The network has 3,890 nodes, 76,584 edges
and 50 different labels.

• Wikipedia Cooccurrences [23]: This is a cooccurrence net-
work of words appearing in the first million bytes of the
Wikipedia dump. The labels represent the Part-of-Speech
(POS) tags as listed in the Penn Tree Bank [24] and inferred
using the Stanford POS-Tagger [37]. The network has 4,777
nodes, 184,812 edges and 40 different labels.

All our networks exhibit a fair mix of homophilic and structural
equivalences. For example, we would expect the social network
of bloggers to exhibit strong homophily-based relationships, how-
ever, there might also be some ‘familiar strangers’, that is, bloggers
that do not interact but share interests and hence are structurally
equivalent nodes. The biological states of proteins in a protein-
protein interaction network also exhibit both types of equivalences.
For example, they exhibit structural equivalence when proteins per-
form functions complementary to those of neighboring proteins,
and at other times, they organize based on homophily in assisting
neighboring proteins in performing similar functions. The word co-
occurence network is fairly dense, since edges exist between words
cooccuring in a 2-length window in the Wikipedia corpus. Hence,
words having the same POS tags are not hard to find, lending a high
degree of homophily. At the same time, we expect some structural
equivalence in the POS tags due to syntactic grammar rules such as
determiners following nouns, punctuations preceeding nouns etc.

Experimental results. The learned node feature representations
are input to a one-vs-rest logistic regression using the LIBLINEAR
implementation with L2 regularization. The train and test data is
split equally over 10 random splits. We use the Macro-F1 scores
for comparing performance in Table 2 and the relative performance

Figure 3: Complementary visualizations of Les Misérables co-
appearance network generated by node2vec with label colors
reflecting homophily (top) and structural equivalence (bottom).
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from prior work in the sense that all other comparison benchmarks
are evaluated in settings that equalize for runtime. In doing so, we
discount for performance gain observed purely because of the im-
plementation language (C/C++/Python) since it is secondary to the
algorithm. In order to create fair and reproducible comparisons, we
note that the runtime complexity is contributed from two distinct
phases: sampling and optimization.

In the sampling phase, all benchmarks as well as node2vec pa-
rameters are set such that they generate equal samples at runtime.
As an example, if K is the overall sample constraint, then the node2vec
parameters satisfy K = r · l · |V |. In the optimization phase,
all benchmarks optimize using a stochastic gradient descent algo-
rithm with two key differences that we correct for. First, DeepWalk
uses hierarchical sampling to approximate the softmax probabilities
with an objective similar to the one use by node2vec in (2). How-
ever, hierarchical softmax is inefficient when compared with neg-
ative sampling [26]. Hence, keeping everything else the same, we
switch to negative sampling in DeepWalk which is also the de facto
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DeepWalk have a parameter (k) for the number of context neigh-
borhood nodes to optimize for and the greater the number, the more
rounds of optimization are required. This parameter is set to unity
for LINE. Since LINE completes a single epoch quicker than other
approaches, we let it run for k epochs.

The parameter settings used for node2vec are in line with typ-
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Under the above experimental settings, we present our results for
two tasks under consideration.

4.3 Multi-label classification
In the multi-label classification setting, every node is assigned

one or more labels from a finite set L. During the training phase, we
observe a certain fraction of nodes and all their labels. The task is
to predict the labels for the remaining nodes. This is a challenging
task especially if L is large. We perform multi-label classification
on the following datasets:

• BlogCatalog [44]: This is a network of social relationships
of the bloggers listed on the BlogCatalog website. The la-
bels represent blogger interests inferred through the meta-
data provided by the bloggers. The network has 10,312 nodes,
333,983 edges and 39 different labels.

• Protein-Protein Interactions (PPI) [5]: We use a subgraph
of the PPI network for Homo Sapiens. The subgraph cor-
responds to the graph induced by nodes for which we could
obtain labels from the hallmark gene sets [21] and represent
biological states. The network has 3,890 nodes, 76,584 edges
and 50 different labels.

• Wikipedia Cooccurrences [23]: This is a cooccurrence net-
work of words appearing in the first million bytes of the
Wikipedia dump. The labels represent the Part-of-Speech
(POS) tags as listed in the Penn Tree Bank [24] and inferred
using the Stanford POS-Tagger [37]. The network has 4,777
nodes, 184,812 edges and 40 different labels.

All our networks exhibit a fair mix of homophilic and structural
equivalences. For example, we would expect the social network
of bloggers to exhibit strong homophily-based relationships, how-
ever, there might also be some ‘familiar strangers’, that is, bloggers
that do not interact but share interests and hence are structurally
equivalent nodes. The biological states of proteins in a protein-
protein interaction network also exhibit both types of equivalences.
For example, they exhibit structural equivalence when proteins per-
form functions complementary to those of neighboring proteins,
and at other times, they organize based on homophily in assisting
neighboring proteins in performing similar functions. The word co-
occurence network is fairly dense, since edges exist between words
cooccuring in a 2-length window in the Wikipedia corpus. Hence,
words having the same POS tags are not hard to find, lending a high
degree of homophily. At the same time, we expect some structural
equivalence in the POS tags due to syntactic grammar rules such as
determiners following nouns, punctuations preceeding nouns etc.

Experimental results. The learned node feature representations
are input to a one-vs-rest logistic regression using the LIBLINEAR
implementation with L2 regularization. The train and test data is
split equally over 10 random splits. We use the Macro-F1 scores
for comparing performance in Table 2 and the relative performance

𝑝 = 1, 𝑞 = 2
Microscopic view of the 
network neighbourhood

𝑝 = 1, 𝑞 = 0.5
Macroscopic view of the 
network neighbourhood
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Node Classification

Outperforms in all cases, beating 
closest benchmark by up to 22%.
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BlogCatalog Wiki-POS
Spectral
Clustering 0.0405 0.0395

DeepWalk 0.2110 0.1274
LINE 0.0784 0.1164
node2vec 0.2581 0.1552

p, q 0.25, 0.25 4, 0.5
% gain 22.3 21.8

Macro-F1 score



Incomplete Network Data
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Multi-Layer Networks
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Multi-Layer Networks
§ Given layers 𝐺𝑖 and 

hierarchy 𝑀
§ Output: features 

of nodes in layers 
and in internal 
levels of the hierarchy

§ Aim to capture multilevel hierarchical 
structure captured by 𝑀
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Multi-Layer Networks
§ For nodes in leaves 𝐺𝑖

use node2vec objective
§ For internal hierarchy:

§ 𝑓](𝑢) in layer 𝑖 is close to 𝑓 (𝑢) in parent 𝜋(𝑖)
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4 Zitnik & Leskovec

The objective is inspired by the intuition that nodes with similar network
neighborhoods tend to have similar meanings, or roles, in a network.
It formalizes this intuition by encouraging nodes in similar network
neighborhoods to share similar features.

We found that a flexible notion of a network neighborhoodNi is crucial
to achieve excellent predictive accuracy on a downstream cellular function
prediction task (Grover and Leskovec, 2016). For that reason, we use a
randomized procedure to sample many different neighborhoods of a given
node u. Technically, the network neighborhood Ni(u) is a set of nodes
that appear in an appropriately biased random walk defined on layer Gi

and started at node u (Grover and Leskovec, 2016). The neighborhoods
Ni(u) are not restricted to just immediate neighbors but can have vastly
different structures depending on the sampling strategy.

Next, we expand OhmNet’s single-layer network objectives to leverage
information provided by the tissue taxonomy and this way inform
embeddings across different layers.

3.2 Hierarchical dependency objective

So far, we specified T layer-by-layer objectives each of which estimates
node features in its layer independently of node features in other layers.
This means that nodes in different layers representing the same entity have
features that are learned independently of each other.

To harness the dependencies between the layers, we expand OhmNet

with terms that encourage sharing of protein features between the layers.
Our approach is based on the assumption that nearby layers in the
hierarchy are semantically close to each other and hence proteins/nodes
in them should share similar features. For example, in the tissue multi-
layer network, we model the fact that the “medulla” layer is part of the
“brainstem” layer, which is, in turn, part of the “brain” layer. We use the
dependencies among the layers to define a joint objective for regularization
of the learned features of proteins.

We propose to use the hierarchy in the learning process by
incorporating a recursive structure into the regularization term for every
object in the hierarchy. Specifically, we propose the following form of
regularization for node u that resides in hierarchy i:

ci(u) =
1

2
kfi(u)� f⇡(i)(u)k22. (3)

This recursive form of regularization enforces the features of node u in
the hierarchy i to be similar to the features of node u in i’s parent ⇡(i)
under the Euclidean norm. When regularizing features of all nodes in the
elements i of the hierarchy, we obtain:

Ci =
X

u2Li

ci(u), (4)

where Li = Vi if i 2 T is a leaf object in the hierarchy, and otherwise
Li = [j2TiVj . Here, Ti denotes the set of leaf objects in the sub-
hierarchy rooted at i. In words, we specify the features for both leaf as well
as internal, i.e., non-leaf, objects in the hierarchy, and we regularize the
features of sibling (i.e., sharing the same parent) objects towards features
in the common parent object in the hierarchy.

It is important to notice that OhmNet’s structured regularization allows
us to learn feature representations at multiple scales. For example, consider
a multi-layer network in Figure 2, consisting of four layers that are
interrelated by a two-level hierarchy. OhmNet learns the mappings fi, fj ,
fk , and fl that map nodes in each layer into a d-dimensional feature space.
Additionally, OhmNet also learns the mapping f2 representing features
for nodes V2 = Vi [ Vj at an intermediate scale, and the mapping f1

representing features for nodes V1 = Vi [ Vj [ Vk [ Vl at the highest
scale.

Fig. 2: A multi-layer network with four layers. Relationships between
the layers are encoded by a two-level hierarchyM. Leaves of the hierarchy
correspond to the network layers. Given networks Gi and hierarchy M,
OhmNet learns node embeddings captured by functions fi.

The modeling of relationships between layers in a multi-layer network
has several implications:

• First, the model encourages nodes which are in nearby layers in the
hierarchy to share similar features.

• Second, the model shares statistical strength across the hierarchy as
nodes in different layers representing the same protein share features
through ancestors in the hierarchy.

• Third, this model is more efficient than the fully pairwise model.
In the fully pairwise model, the dependencies between layers are
modeled by pairwise comparisons of nodes across all pairs of layers,
which takes O(T 2

N) time, where T is the number of layers and
N is the number of nodes. In contrast, OhmNet models inter-layer
dependencies according to the parent-child relationships specified by
the hierarchy, which takes only O(|M |N) time. Since OhmNet’s
hierarchy is a tree, it holds that |M | ⌧ T

2, meaning that the proposed
model scales more easily to large multi-layer networks than the fully
pairwise model.

• Finally, the hierarchy is a natural way to represent and model biological
systems spanning many different biological scales (Carvunis and
Ideker, 2014; Greene et al., 2015; Yu et al., 2016).

3.3 Full OhmNet model

Given a multi-layer network consisting of layers G1, G2, . . . , GT , and a
hierarchy encoding relationships between the layers, the OhmNet’s goal
is to learn the functions f1, f2, . . . , fT that map from nodes in each layer
to feature representations. OhmNet achieves this goal by fitting its feature
learning model to a given multi-layer network and a given hierarchy, i.e.,
by finding the mapping functions f1, f2, . . . , fT that maximize the data
likelihood.

Given the data, OhmNet aims to solve the following maximum
likelihood optimization problem:

max
f1,f2,...,f|M|

X

i2T
⌦i � �

X

j2M
Cj , (5)

which includes the single-layer network objectives for all network layers,
and the hierarchical dependency objectives for all hierarchy objects.
In Eq. (5), parameter � is a user-specified parameter representing the
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Implications
§ Nodes in different layers representing 

the same entity/node have the same 
features in hierarchy ancestors

§ We learn feature representations at 
multiple scales:
§ features of nodes in the layers 
§ features of nodes in non-leaves in the 

hierarchy
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Application: Protein function
§ Proteins are worker 

molecules
§ Understanding protein 

function has great biomedical 
and pharmaceutical 
implications

§ Function of proteins 
depends on their tissue 
context 
[Greene et al., Nat Genet ‘15]
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Experiments: Biological Nets
107 genome-wide 
tissue-specific 
protein interaction 
networks
§ 584 tissue-specific cellular functions 
§ Examples (tissue, cellular function): 

§ (renal cortex, cortex development)
§ (artery, pulmonary artery morphogenesis)
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Tissue Specific Prediction

42% improvement over 
state-of-the-art baseline

Tissues

35Jure Leskovec, Stanford University



Brain Tissues

Frontal
lobe

Medulla
oblongata

PonsSubstantia
nigra

Midbrain

Parietal
lobe

Occipital
lobe

Temporal
lobe

Brainstem

Brain

Cerebellum

36

9 brain tissue PPI networks
in two-level hierarchy

Jure Leskovec, Stanford University



Embedding Brain Networks
§ Do embeddings match anatomy?

37Jure Leskovec, Stanford University



node2vec: Summary
Task-independent feature learning in 
networks:
§ An explicit locality preserving objective 

for feature learning
§ Biased random walks capture diversity 

of network patterns
§ Scalable and robust algorithm

Jure Leskovec, Stanford University 38



A Different Setting
§ So far: Node2vec

§ Unsupervised (task-agnostic)
§ Nodes have not attributes

§ Next: GraphSage
§ Supervised (task-specific)
§ Nodes have attributes

§ Text, image, etc.

39Jure Leskovec, Stanford University
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GraphSAGE: 
Supervised Feature 

Learning

Jure Leskovec, Stanford University

Inductive Representation Learning on Large Graphs. 
W. Hamilton, R. Ying, J. Leskovec. Neural Information Processing Systems (NIPS), 2017.
Representation Learning on Graphs: Methods and Applications. 
W. Hamilton, R. Ying, J. Leskovec. IEEE Data Engineering Bulletin, 2017.



Idea: Convolutional Networks
§ CNN on an image:

Jure Leskovec, Stanford University 41

Goal is to generalize convolutions beyond simple lattices
Leverage node features/attributes (e.g., text, images)



From Images to Networks
Single CNN layer with 3x3 filter:

Jure Leskovec, Stanford University 42

End-to-end learning on graphs with GCNs Thomas Kipf

Convolutional neural networks (on grids)

5

(Animation by  
Vincent Dumoulin)

Single CNN layer with 3x3 filter:

End-to-end learning on graphs with GCNs Thomas Kipf

Convolutional neural networks (on grids)

5

(Animation by  
Vincent Dumoulin)

Single CNN layer with 3x3 filter:

Image Graph
Transform information at the neighbors and combine it
§ Transform “messages” ℎ] from neighbors: 𝑊]	ℎ]
§ Add them up: ∑ 𝑊]	ℎ]�

]



Real-World Graphs
But what if your graphs look like this?

Jure Leskovec, Stanford University 43

End-to-end learning on graphs with GCNs Thomas Kipf

or this:

Graph-structured data

6

… …

…

Input

Hidden layer Hidden layer

ReLU

Output

ReLU

What if our data looks like this?

End-to-end learning on graphs with GCNs Thomas Kipf

or this:

Graph-structured data

6

… …

…

Input

Hidden layer Hidden layer

ReLU

Output

ReLU

What if our data looks like this?

or this:

§ Examples:
Social networks, Information networks, 
Knowledge graphs, Communication 
networks, Web graph, …



A Naïve Approach
§ Join adjacency matrix and features
§ Feed them into a deep neural net:

§ Problems:
§ 𝑂(𝑁) parameters
§ No inductive learning possible
§ Not invariant to node ordering

Jure Leskovec, Stanford University 44
End-to-end learning on graphs with GCNs Thomas Kipf

A    B    C    D    E
A
B
C
D
E

0     1     1     1     0          1     0
1     0     0     1     1          0     0
1     0     0     1     0          0     1
1     1     1     0     1          1     1
0     1     0     1     0          1     0

Feat

A naïve approach

8

• Take adjacency matrix     and feature matrix   

• Concatenate them  

• Feed them into deep (fully connected) neural net 

• Done?

Problems:

• Huge number of parameters 
• No inductive learning possible

?A

C

B

D

E

[A,X]



Graph Convolutional Networks
Graph Convolutional Networks: 

Jure Leskovec, Stanford University 45

Problem: For a given subgraph how to come 
with canonical node ordering

Niepert,	Mathias,	Mohamed	Ahmed,	and	Konstantin	Kutzkov.	"Learning	convolutional	neural	networks	for	graphs."	ICML.	2016.

Learning Convolutional Neural Networks for Graphs

a sequence of words. However, for numerous graph col-
lections a problem-specific ordering (spatial, temporal, or
otherwise) is missing and the nodes of the graphs are not
in correspondence. In these instances, one has to solve two
problems: (i) Determining the node sequences for which
neighborhood graphs are created and (ii) computing a nor-
malization of neighborhood graphs, that is, a unique map-
ping from a graph representation into a vector space rep-
resentation. The proposed approach, termed PATCHY-SAN,
addresses these two problems for arbitrary graphs. For each
input graph, it first determines nodes (and their order) for
which neighborhood graphs are created. For each of these
nodes, a neighborhood consisting of exactly k nodes is ex-
tracted and normalized, that is, it is uniquely mapped to a
space with a fixed linear order. The normalized neighbor-
hood serves as the receptive field for a node under consider-
ation. Finally, feature learning components such as convo-
lutional and dense layers are combined with the normalized
neighborhood graphs as the CNN’s receptive fields.

Figure 2 illustrates the PATCHY-SAN architecture which
has several advantages over existing approaches: First, it
is highly efficient, naively parallelizable, and applicable to
large graphs. Second, for a number of applications, rang-
ing from computational biology to social network analysis,
it is important to visualize learned network motifs (Milo
et al., 2002). PATCHY-SAN supports feature visualiza-
tions providing insights into the structural properties of
graphs. Third, instead of crafting yet another graph kernel,
PATCHY-SAN learns application dependent features with-
out the need to feature engineering. Our theoretical contri-
butions are the definition of the normalization problem on
graphs and its complexity; a method for comparing graph
labeling approaches for a collection of graphs; and a result
that shows that PATCHY-SAN generalizes CNNs on images.
Using standard benchmark data sets, we demonstrate that
the learned CNNs for graphs are both efficient and effec-
tive compared to state of the art graph kernels.

2. Related Work
Graph kernels allow kernel-based learning approaches such
as SVMs to work directly on graphs (Vishwanathan et al.,
2010). Kernels on graphs were originally defined as sim-
ilarity functions on the nodes of a single graph (Kondor
& Lafferty, 2002). Two representative classes of kernels
are the skew spectrum kernel (Kondor & Borgwardt, 2008)
and kernels based on graphlets (Kondor et al., 2009; Sher-
vashidze et al., 2009). The latter is related to our work,
as it builds kernels based on fixed-sized subgraphs. These
subgraphs, which are often called motifs or graphlets, re-
flect functional network properties (Milo et al., 2002; Alon,
2007). However, due to the combinatorial complexity of
subgraph enumeration, graphlet kernels are restricted to

... ...
neighborhood graph construction

convolutional architecture

node sequence selection

graph normalization

Figure 2. An illustration of the proposed architecture. A node
sequence is selected from a graph via a graph labeling procedure.
For some nodes in the sequence, a local neighborhood graph is as-
sembled and normalized. The normalized neighborhoods are used
as receptive fields and combined with existing CNN components.

subgraphs with few nodes. An effective class of graph
kernels are the Weisfeiler-Lehman (WL) kernels (Sher-
vashidze et al., 2011). WL kernels, however, only sup-
port discrete features and use memory linear in the num-
ber of training examples at test time. PATCHY-SAN uses
WL as one possible labeling procedure to compute re-
ceptive fields. Deep graph kernels (Yanardag & Vish-
wanathan, 2015) and graph invariant kernels (Orsini et al.,
2015) compare graphs based on the existence or count of
small substructures such as shortest paths (Borgwardt &
Kriegel, 2005), graphlets, subtrees, and other graph in-
variants (Haussler, 1999; Orsini et al., 2015). In con-
trast, PATCHY-SAN learns substructures from graph data
and is not limited to a predefined set of motifs. More-
over, while all graph kernels have a training complexity
at least quadratic in the number of graphs (Shervashidze
et al., 2011), which is prohibitive for large-scale problems,
PATCHY-SAN scales linearly with the number of graphs.

Graph neural networks (GNNs) (Scarselli et al., 2009) are
a recurrent neural network architecture defined on graphs.
GNNs apply recurrent neural networks for walks on the
graph structure, propagating node representations until a
fixed point is reached. The resulting node representations
are then used as features in classification and regression
problems. GNNs support only discrete labels and perform
as many backpropagation operations as there are edges and
nodes in the graph per learning iteration. Gated Graph Se-
quence Neural Networks modify GNNs to use gated recur-
rent units and to output sequences (Li et al., 2015).

Recent work extended CNNs to topologies that differ from
the low-dimensional grid structure (Bruna et al., 2014;
Henaff et al., 2015). All of these methods, however, assume
one global graph structure, that is, a correspondence of the
vertices across input examples. (Duvenaud et al., 2015)
perform convolutional type operations on graphs, develop-
ing a differentiable variant of one specific graph feature.

End-to-end learning on graphs with GCNs Thomas Kipf

or this:

Graph-structured data

6

… …

…

Input

Hidden layer Hidden layer

ReLU

Output

ReLU

What if our data looks like this?



Our Approach: GraphSAGE

Learn how to propagate information across 
the graph to compute node features

46Jure Leskovec, Stanford University

Determine node 
computation graph

Propagate and
transform information

𝑖

Idea: Node’s neighborhood defines a 
computation graph



Our Approach: GraphSAGE

Update for node 𝒊:

ℎ]
(efF) = 𝑅𝑒𝐿𝑈 𝑊 e ℎ]

e , 6 𝑅𝑒𝐿𝑈(𝑄 e ℎl
e )

�

l∈𝒩 ]
§ ℎ]

n = 𝑋] (directly leverage node attributes)
§ Σ ⋅ : Aggregator function (avg., LSTM, max-pooling)

47Jure Leskovec, Stanford

Determine node 
computation graph

Propagate and
transform information

𝑖



GraphSAGE: Example

Jure Leskovec, Stanford University 48

W(2) Q(2)

Q(1)
W(1)

Q(1)
W(1)

Q(1)
W(1)

W(2) W(2) W(2)

Q(2) Q(2) Q(2)

Supervised training to identify parameters: W(k), Q(k)

W(1)

Q(1)



GraphSAGE: Benefits

§ Can use different aggregators 𝛾
§ Mean (simple element-wise mean), LSTM (to a random 

order of nodes),  Max-pooling (element-wise max)
§ Can use different loss functions:

§ Cross entropy, Hinge loss, ranking loss
§ Model has a constant number of parameters
§ Fast scalable inference
§ Can be applied to any node in any network

Jure Leskovec, Stanford University 49



Large-Scale Application
§ Supervised node embedding for 

graph-based recommendations
§ Application: Pinterest

Jure Leskovec, Stanford University 50

QPins

Boars



Pinterest Graph

Graph: 2B pins, 1B boards, 17B edges
§ Graph is dynamic: need to apply to 

new nodes without model retraining
§ Rich node features: content, image

Jure Leskovec, Stanford University 51
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Task: Item-Item Recs
Related Pin recommendations
§ Given user is looking at pin Q, what 

pin X are they going to save next:

Jure Leskovec, Stanford University 52

Query Positive Hard negativeRnd. negative



GraphSAGE Training
§ Leverage inductive capability, and train 

on individual subgraphs
§ 300 million nodes, 1 billion edges, 

1.2 billion pin pairs (Q, X)

§ Large batch size: 2048 per minibatch
Jure Leskovec, Stanford University 53



GraphSAGE: Inference

§ Use MapReduce for
model inference

§ Avoids repeated computation
Jure Leskovec, Stanford University 54



Experiments
Related Pin recommendations
§ Given user is looking at pin Q, predict 

what pin X are they going to save next 
§ Baselines for comparison

§ Visual: VGG-16 visual features
§ Annotation: Word2Vec model
§ Combined: combine visual and annotation
§ RW: Random-walk based algorithm
§ GraphSAGE

§ Setup: Embed 2B pins, perform nearest 
neighbor to generate recommendations

Jure Leskovec, Stanford University 55



Results: Ranking
Task: Given Q, rank X as high as 
possible among 2B pins
§ Hit-rate: Pct. P was among top-k
§ MRR: Mean reciprocal rank

Jure Leskovec, Stanford University 56

Method Hit-rate MRR

Visual 17% 0.23

Annotation 14% 0.19

Combined 27% 0.37

GraphSAGE 46% 0.56



Results: User Study
§ User study: Which recommendation 

do you prefer?

Jure Leskovec, Stanford University 57

Method Win Lose Draw Fraction of Wins

GraphSAGE vs. 
Visual 26.7% 18.6% 54.7% 58.9%

GraphSAGE vs. 
Annotation 28.4% 16.1% 55.5% 63.8%

GraphSAGE vs. 
RW 32.2% 21.4% 46.4% 60.1%



Example Recommendations

Jure Leskovec, Stanford University 58

GS



GraphSAGE: Summary
§ Graph Convolution Networks

§ Generalize beyond simple convolutions
§ Fuses node features & graph info

§ State-of-the-art accuracy for node 
classification and link prediction.

§ Model size independent of graph size; 
can scale to billions of nodes
§ Largest embedding to date (3B nodes, 17B edges)

§ Leads to significant performance gains
Jure Leskovec, Stanford University 59



Conclusion

Feature learning 
for networks

Jure Leskovec, Stanford University 60

vecnode

𝑓: 𝑢 → ℝ&

ℝ&
Feature representation, 

embedding

u



Conclusion
Results from the past 1-2 years have 
shown:
§ Representation learning paradigm can be 

extended to graphs
§ No feature engineering necessary
§ State-of-the-art results in a number of 

domains
§ Use end-to-end training instead of 

multi-stage approaches
Jure Leskovec, Stanford University 61



Conclusion
Next steps:
§ Multimodal & dynamic/evolving settings
§ Domain-specific adaptations 

(e.g. for recommender systems) 
§ Graph generation 
§ Prediction beyond simple parwise edges
§ Theory
§ Scalability

Jure Leskovec, Stanford University 62
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Post-doc positions open!
Email us at jure@cs.stanford.edu
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